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The goal of this paper is to introduce and explain a new process for the system administrator’s system performance evaluation toolkit: statistical modeling.  This process utilizes standard tools that are readily available, and the process explained within is something commonly utilized by the professors and researchers at the institutions of higher education where we work.  Why should we care about this process?  Consider the following story:
A man is flying in a hot air balloon and realizes he's lost. He reduces height and spots a man down below. He lowers the balloon further and shouts: "Excuse me, can you help me? I promised my friend I would meet him half an hour ago, but I don't know where I am."  The man below says: "Yes. You are in a hot air balloon, hovering approximately 30 feet above this field. You are between 40 and 41 degrees N. latitude, and between 58 and 59 degrees W. longitude." "You must be in IT" says the balloonist. "I am" replies the man. "How did you know?" "Well" says the balloonist, "everything you have told me is technically correct, but I have no idea what to make of your information, and the fact is I am still lost." The man below says "You must be a manager." "I am" replies the balloonist, "but how did you know?" "Well", says the man, "you don't know where you are, or where you are going. You have made a promise which you have no idea how to keep, and you expect me to solve your problem. The fact is you are in the exact same position you were in before we met, but now it is somehow my fault."  


Unfortunately, there is some merit to the portrayal both of the person in IT and the person in management; my focus is the person in IT.  As IT administrators, we have a plethora of information at our disposal concerning system performance.  We can use tools like Task Manager to examine what processes are running, how much CPU, RAM, and other resources they consume; we can use performance monitor to graph and gather many more pieces of information about performance; some of us even use tools like Microsoft Operations Manager to gather data over time and across multiple systems.  We may even have some threshold or event exception monitoring in place.  However, just as in the case of the observer and the balloonist, although these tools can readily be used to produce observations of what is happening in the system, these tools cannot be used to explain why.  None of these tools systematically relate together information about system performance and the end user experience.  Questions such as what’s causing the slowness?, does _____ have an impact?, what is the magnitude of impact of ___?, how much _____ will I need per user? are all questions to which, although we exercise professional judgment in answering, we are often left wondering and desiring a better understanding.  This is the central problem addressed within.
Regression Modeling

Regression modeling is a statistical process that can be used to find potential relation between sets of data.  It is one of many statistical tools available, and was chosen because it fits well the analysis of performance data.  Regression modeling is a proven process used in a wide variety of other disciplines including: marketing, manufacturing operations, engineering, economics, social sciences, political polling, and academic research.

These examples will use Microsoft Excel to perform regression analysis.  There are other, more heavy-duty statistical analysis programs that could be used, such as SPSS and SAS.  However, one of the goals in writing this paper is to provide ready access to these techniques using common tools, hence all the examples will be shown in Excel 2003, which is sufficient for our purposes.
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One-Time Excel Set-up

Using Excel requires a one-time setup to install regression analysis tools.  This is accomplished via navigating to the “Tools” – “Add-ins…” menu option and selecting “Analysis ToolPak.”  Installing this feature then adds a “Data Analysis” option to the “Tools” menu.
Example 1: RAM Usage in a Terminal Services Environment


In this first example, the task at hand is expanding a Terminal Services environment that has grown in popularity, and now requires additional hardware resources to support.  In contemplating such a purchase, we will surely consider what the hardware specifications should be, as well as how many users we hope to service.  Regression modeling enables the correlation of the hardware and usage considerations.  The question we will be answering here is: How much RAM do I need per user?
When formulating a question to answer with a regression model, we must identify the dependent variable and the independent variable(s) to the equation.  The dependent variable is what we are trying to better understand.  The value of this variable depends on the value of other variables.  The regression model will articulate for us the way in which the variable depends on other variables.  In this example, the RAM usage is our dependent variable.  It is what we are trying to understand.  The independent variable(s) are those “other variables” which we believe have influence on the dependent variable.  In this example, there is one independent variable: concurrent Terminal Services users.  The modeling process will show us how concurrent Terminal Services usage relates to amount of RAM consumed.
After identifying our variables, the next step is to gather the needed data.  In this example, the data was gathered using the “counter logs” functionality of Performance Monitor, with data gathered into CSV format every second from the “Memory – Available KBytes” and “Terminal Services – Total Sessions” counters for a period of one workday.  Once the data was gathered, Excel was used to convert the “Available KBytes” counter into “Used MB” in order to have amount of memory used, as opposed to amount unused.  The example data used can be downloaded from: http://www.umich.edu/~dsweetma/TermServExamples.xls.

[image: image3.emf]Now that the data is gathered, the next step is to perform the regression analysis.  Once the data is loaded in an Excel spreadsheet, navigate to the “Tools” – “Data Analysis” – “Regression” menu option.  In the “Input Y Range” box, enter the cells containing the independent variable (TS – Total Sessions), and enter the dependent variable (MB used) for the “Input X Range.” 
[image: image4.emf]Below is a dissection of what key information contained in this analysis means:

R Square:
This is the percentage of variation in the dependent variable (RAM usage) that was found to be correlated to the independent variable (TS users).  The value in this example is over 99%.  This means over 99% of the variation in RAM usage is related to number of TS users.  This is a very strong and significant correlation.  This means the regression model produced meaningful results.

Intercept: This row of values addresses the condition where the independent variable is equal to zero.  In this example, that is how much RAM is used when no users are logged on.

TS Users: This row of values addresses the impact of TS Users on the overall model.  This model has only one independent variable.  If there were more than one independent variable, each variable would have its own row.

P-value: This is the percent of statistical “doubt” that the information presented is correct.  In social research, 0-0.05 (0%-5%) is considered ‘reasonable.’  A value of zero, as shown here, means there is no ‘statistical doubt’ that the information presented is correct.
Coefficients:  This column show the magnitude of impact.  In this example, for the intercept, that is with no users using the system, 466MB of RAM is used.  For the TS Users, each user consumes 28.5MB of RAM resources.  This yields the formula:  RAM usage = 28.5 x number of users + 466. This assertion can be validated with our expertise: this model falls within an expected range of values, and was able to give us a precision that other tools lack.

Upper/Lower 95%: This shows the potential range of values the regression model predicts.  There is not much variation in this particular analysis.  If the range were significantly large, the analysis may not be useful to us.

Example 2: CPU usage in a Terminal Services environment


This example looks to answer the question: How much CPU processing power do I need per user of my Terminal Services environment?  In this case, the number of Terminal Services users is once again the independent variable, and this time CPU usage is the dependent variable.  The regression analysis for this example is below:
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We see that, once again, p-values are extremely low, meaning that there is little statistical doubt in the model.  The coefficients also appear reasonable: About 5% CPU usage with no users, with each user adding about 1.6% to the CPU load.  However, what is very different in this example versus the RAM example is the R Square, it is only 0.45.  This means only about 45% of the variation in CPU usage is directly related to the number of Terminal Services users.  In this particular example, this Terminal Services environment hosts a large reporting application, and queries in that application consume a large amount of CPU.  However, not all users use this reporting application.  Reality checks such as this are important when interpreting the results of the analysis.
Another note on this example: percent CPU usage is a relative metric.  That is, the same process running on a 1 CPU, 500Mhz processor will consume a different percent of that CPU than the exact same process running on a 4CPU, 3Ghz system.  We must be careful and understand the metrics when applying the results of these analyses.

Example 3: Why is the web application so slow?
Thus far, the examples have taken two variables we think are related and shown us their relation.  However, what if we have a condition we are trying to understand, and don’t know what may be impacting it?  For our third and final example, we will use regression analysis to gain a better understanding of why a web application is so slow.  The data used in this example is available for download at: http://www.umich.edu/~dsweetma/WebAppExample.xls.


Once again, our first step is to identify the dependent variable – the factor we are trying to better understand.  Concurrent users was used in the Terminal Services examples.  However, number of concurrent users is not a meaningful statistic for a web application, given user connections are not continuous like for Terminal Services.  Additionally this does not give a measure of transaction speed, which is what we are trying to understand given the report of slowness.  Likewise, Requests/sec, although it would give a better understanding of actual usage, still does not include transaction speed.  The best measure of transaction speed to which I am aware is the “Response Time” metric available through the IIS W3SVC logs.  The dependent variable for this example will be “Response Time.”

Using “Response Time” to understand system performance metrics creates an interesting problem:  IIS logs, which contain this data, are a ledger.  That is, for each transaction with the web server, a line is written to the log.  However, system performance data is time-based.  That is, a sample is taken in every x unit of time.  Before attempting to correlate “Response Time” to performance data, the information from the web log must be translated into time-based data (the other, better option would be to translate system performance data into a web transaction-based listing.  However, no tools are readily available to perform this conversion).

LogParser, a free download from Microsoft, was used to convert transaction-based data into time-based data.  LogParser is a very powerful tool that enables the querying of data from a wide range of log sources and converting it into a wide range of output formats.  The following LogParser query was used to translate the web log data: 

logparser “SELECT QUANTIZE( TO_LOCALTIME(TO_TIMESTAMP(date, time)), 1) as dttm, EXTRACT_SUFFIX(cs-uri-stem, 0, '.') as ext, max(time-taken), avg(time-taken), sum(sc-bytes), sum(cs-bytes), count(*) as hits INTO IISlp.csv FROM ex*.log GROUP BY dttm, ext”

This query converts the date, time fields to a timestamp, and then converts it to local time since web logs are stored in GMT and performance data is stored in local time.  The QUANTIZE function is the most important part of this query; it takes the local timestamp and rounds each entry to the nearest second (to use another unit of time, indicate the number of seconds in that unit of time, 60 for a minute, 3600 for an hour, etc).  This query also extracts the suffix (file type) of each request so that different kinds of content (gif, htm, asp, aspx) can be taken into account for the analysis.  The query also gathers some other metrics from the web log, exports it to the file IISlp.csv, processes all web logs ex*.log in the current directory, and groups the output by second (the dttm field), and then by extension.

After using LogParser to format the data in the web log and using performance monitor to gather system metrics, Microsoft Access was then used to combine the data into one spreadsheet.  The regression analysis was then run, using “Response Time” as the Y value, and the series of performance counters gathered as the independent variables.

The small P-values for all variables means there is little statistical doubt in the model.  However, with a R Square of 0.226, this means only about one fourth of response time variation is related to the performance metrics gathered (but, given the low p-values, this model confidently predicts one fourth of the variation in response time).  Considering the wide array of different individual web pages, reports, views, etc that comprise a web application, it is not surprising that the model only accounts for about one fourth of the variation in response time.  Despite this limitation, the analysis can still give us valuable insight into one-fourth of the variation in response time.  The coefficients of the .NET CLR and Distributed Transaction [image: image5.png]SUMMARY OUTPUT

Regression Statistics

Muttiple R 0671394229
R Square 0450770211
Adjusted R Square | 0450746944
Standard Error 15.08005814
Observations 23607
ANOVA
df 55 MS F Significance F
Regression 1 4405661848 4405662 19373 37 0
Residual 23605 5367969 46 227 4082
Total 23606 9773631308

Coefficients Standard Error  t Stat  P-value Lower 95% Upper 95%

Intercept 4740555907 0163081588 2006862 15E-182 44209055 5060206327
TS Users 1.64944024 0.011850428 139.1882 0 16262126 1672667841




Coordinator (DTC) counters indicate a strong relationship between response time and these metrics.  For example, for every DTC transaction per second, response time is nearly 1 second (958ms) longer.  Also of note is the negative coefficient for variables such as the Committed Transactions.  This is perfectly logical: once a transaction is committed, that frees up more processing time for other transactions, lessening response time.  Upon discovery of these DTC / .NET CLR correlations to performance, the vendor of the web application was consulted and is subsequently working on performance improvements surrounding this bottleneck.


In order to arrive at the analysis in this example, there were a few steps along the way.  First of all, this was an iterative process.  The counters shown in this example are not counters one would generally relate to a slow web application.  Rather, data from many different counters was collected and analyzed, and when an acceptable p-value was found, the counter was kept.  Otherwise, the counter was not used an others evaluated in its place.  Also, it is important to note the data in this example is separated by web request.  Static content (.gif, .jpg, .htm, .doc, .pdf, etc) was not included, as response time was fairly consistent for this content type.  There was much variation in dynamic content response time, and this content is what was evaluated.  Even though cursory task manager views of the affected server showed CPU spikes, it is very interesting to note that CPU was not directly related to the slow response time.  This, of course, was the initial recommendation of the vendor, but this analysis statistically proved CPU was not related.  Rather, a software-based bottleneck was found to be the source of system slowness, not physical hardware.
Advanced Considerations

Below are some advanced considerations for performing regression analyses:

All of the examples presented show linear relationships (eg, of the form y = ax + b).  One can also test for non-linear relationships between variables.  This can be accomplished through creating calculated columns of values in Excel, such as squaring a number.


It is important to note the difference between continuous and discrete variables when selecting dependent and independent variables.  Continuous variables are those with values on a continuum.  Examples include performance counters which return a percentage, number of bytes, etc.  On the other hand, discrete variables represent a finite number of options.  Examples include file type, day of the week, etc.  For example, even though Sunday through Saturday may be coded as numbers 0-7, this column of data cannot be used in the regression analysis.  That is because there is not a linear relationship between discrete variables such as day of the week – Tuesday is not one more than Monday or one more than Wednesday.  In these cases, the information must be translated to binary values – a zero or one for Monday, another column of zero or one for Tuesday, etc.

One final consideration: regression analysis is not time-based.  Traditionally, when we examine system performance information, it is presented, and therefore examined, on a time continuum.  For example, Task manager showing what is occurring at the moment, or performance monitor presenting CPU and memory usage on a time continuum.  In contrast, regression analysis does not account for time (unless we include it in the model), and instead focuses solely on the relationship between the dependent and independent variables, regardless of time of day the sample was taken.
Limitations

There are some noteworthy limitations of this analysis technique. Firstly, the regression modeling shows correlation, not causation.  That is, regression analysis can determine if a statistically significant relationship exists between two sets aspects of system performance, as well as determining the magnitude of this relationship, but it cannot determine which aspect caused the other, or if they were both caused by something else.  Regression modeling necessitates our professional understanding to make sense of the data.  Second, this technique cannot reliably predict values outside the minimum and maximum of the dependent variables.  In the example of determining RAM utilization of the Terminal Service, the regression model used cannot reliably predict RAM usage outside the minimum and maximum number of concurrent users in the data (1 to 22 users in the sample data provided).  However, in an example such as this, we can use our expert knowledge to draw the conclusion that RAM usage is linear in nature, and this data could be used to predict RAM requirements for 50 users, for example.

The major limitation regarding Excel’s processing of regression analysis is a maximum 16 independent variables.  To examine more than 16 variables, either analyze them separately in groups of no more than 16, or use advanced statistical analysis software such as SPSS or SAS.

Summary

Regression analysis shows the statistical relationship between sets of values.  This is not something for everyday use.  Rather, it is something new to add to our system administration toolkit and use when it would be helpful to a particular situation.  The regression analysis techniques demonstrated in this paper utilize standard tools without the need to purchase specialized software.  This technique goes beyond simply observing system performance and gets to a deeper level of understanding direct relation between system performance and end user experience.  It is important to think carefully when choosing your dependent variable.  This is the factor that you want to ‘predict’ and better understand what aspects of the system it depends upon.  Incorrectly identifying the independent variable can result in a regression model that shows nothing significant.  It may take some trail-and-error to find significantly related independent variables.  Finally, it is important to check the results against reality.  Regression analysis is only useful in understanding system performance when combined with our expertise as systems administrators.  Your creativity is the limit in applying this technique.  Good luck!

Appendix: Checklist for Performing Regression Analysis

This appendix provides a quick checklist for the process of utilizing a regression model to better understand relationships between user experience and system performance metrics.  More detail is contained in the main body of the paper.
· Identify your dependent variable (what you are trying to predict) and independent variables (what you believe may predict the dependent variable).  Choose the dependent variable very carefully.

· Gather the performance and usage data necessary to perform your analysis.  My experience has found it is more effective to gather data over a small period of time (eg, once per second during a representative business day) as opposed to a large period of time (eg, once every 5 minutes for a month).

· Perform the regression analysis in Excel.

· Look for independent variables with a p-value no larger than 0.05. Smaller is better.

· Look at the overall R-Square value. This is the percentage of the overall variation in the dependent variable that is predicted by the independent variable(s).

· Remove independent variables with high p-values from the model and potentially try other independent variables to find what is correlated to the independent variable you’re examining.  This can be an iterative process of trial-and-error.

· Look at the co-efficients of the variables with low p-values.  This shows the magnitude of relation between this variable and what you are predicting.

· Once you have found meaningful correlation, do a reality check to make sure what the data is telling you statistically has meaningful implications and actions.
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